The Labor-Market Costs of Dementia

for Patients and Families: Evidence from Colombia®

Job Market Paper

Click here for the most recent version

Alexa Grunwaldt! Andrea Franco Hernandez Christian Posso

Yale University University of Wisconsin—-Madison Banco de la Reptiblica
de Colombia

November 2026

Abstract

Serious illness can reduce a person’s ability to work while raising the household’s
need for care. Other household members may respond by working less to provide
care or by working more to replace lost income. We study these competing responses
after a first recorded diagnosis of Alzheimer’s disease or a related dementia (ADRD)
in Colombia. We link administrative health records to monthly formal-employment
records and household rosters. Using a stacked difference-in-differences event study,
we compare newly diagnosed patients and their households with similar people and
households that never receive a diagnosis. Two years after diagnosis, patients’ formal
employment is about 10 percentage points lower for women and 14.8 points lower for
men. Their quarterly earnings are about $100 lower for women and $217 lower for men
(2007 USD). We find no evidence that other household members increase formal work
to offset these losses. Instead, the share of other members with formal jobs is about
5 percentage points lower, and their formal earnings fall as well. Because patients’
work may decline as symptoms emerge before diagnosis, we interpret their estimates
as the decline surrounding diagnosis rather than the effect of disease onset. For other
household members, pre-diagnosis estimates are close to zero, and we interpret their
declines as effects of a relative’s diagnosis.
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1 Introduction

A serious illness rarely affects only the person who is sick. It can push the patient out of
work and pull other household members into caregiving. Relatives may then work less to
provide care, or work more to replace the patient’s lost income. Which response dominates
determines whether the family cushions the shock or compounds it. Answering that question
requires observing the patient and the rest of the household before and after the illness, in
data that do not rely on recall or self-report.

A large literature studies these responses in Europe and the United States, and a central
lesson is that family labor supply works as a form of insurance. In Denmark, for example,
spouses work more after a partner’s death, which brings large income losses, but not after
severe nonfatal health shocks, which public programs insure well (Fadlon and Nielsen 2021).
This lesson comes mainly from countries with generous disability insurance and formal long-
term care. Yet most people with dementia live in low- and middle-income countries, where
neither is widely available and where families provide most of the care (World Health Or-
ganization 2021). In these settings, both pressures created by illness are at their strongest.
Because income losses are less insured, families have more reason to work more. Because care
is scarce outside the home, they also have more reason to work less. Which force dominates
is an open empirical question, and evidence from high-income countries cannot answer it.

In this paper, we study household labor-market responses to a first recorded diagnosis
of Alzheimer’s disease or a related dementia (ADRD) in Colombia. We link administrative
health records to monthly formal-employment records and to household rosters. This lets
us follow patients and the people they live with before and after diagnosis. We find that,
in the formal labor market, families do not cushion the shock. Patients’ formal employment
and earnings fall steadily after diagnosis, and the formal employment and earnings of other
household members fall as well. Labor-market losses extend from patients to their families.

ADRD is a particularly consequential case. Cognitive decline makes it difficult to keep
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time rather than fading. Colombia is an informative setting for studying how households
adjust. Formal long-term care is limited, which leaves families with few alternatives to
providing care themselves. Intergenerational cohabitation is common, so the most likely
caregivers often live in the same household as the patient. And a large informal sector gives
households a way to adjust that payroll records do not capture.

We combine three data sources. The Registro Individual de Prestacion de Servicios de
Salud (RIPS) records medical encounters and identifies each patient’s first observed ADRD
diagnosis. The Planilla Integrada de Liquidacién de Aportes (PILA) records monthly formal
employment and earnings, which we observe from 2008 through 2020. The second and third
waves of SISBEN identify who lives in each household and how members are related. With
these data we analyze two complementary samples: working-age patients, and working-age
members of households that contain a patient. The two samples contain different patients,
so their estimates are not an accounting of losses within the same households. Together,
however, they show whether labor-market losses stop with the patient or reach the family.

The raw data show the event clearly. Health care use rises around the diagnosis date,
and patients’ formal employment and earnings then diverge from those of people who are
never diagnosed. But the two groups also differ before diagnosis, so a simple comparison
would mix the consequences of diagnosis with preexisting differences.

We therefore use a risk-set matched, stacked difference-in-differences design. For each
calendar quarter in which first diagnoses occur, we form a risk set of newly diagnosed units
and eligible never-diagnosed units observed in that quarter. We estimate propensity scores
from characteristics measured before diagnosis and, within each risk set, match each diag-
nosed unit to its ten nearest never-diagnosed neighbors (three in the household analysis).
We then align each matched group on the diagnosis date, stack the groups, and estimate
the event study with risk-set-by-calendar-quarter fixed effects, so that diagnosed units are
compared only with never-diagnosed units from the same risk set in the same quarter. As a

result, diagnosed and comparison units face the same calendar-time conditions. Each never-



diagnosed unit also takes its event date from the patient it is matched to, rather than from
an arbitrary assignment.

The losses for patients are large, and they more than double between the first and second
years after diagnosis. Four quarters after diagnosis, patients’ formal employment is about
4.1 percentage points lower for women and 5.4 points lower for men relative to matched
comparisons. Their quarterly earnings are about $49 lower for women and $90 lower for men
(2007 USD). By eight quarters, formal employment is about 10 percentage points lower for
women and 14.8 points lower for men. Quarterly earnings are about $100 lower for women
and $217 lower for men.

Other household members do not offset these losses by working more in the formal sector.
Instead, their own formal employment falls. The share of other members with formal jobs is
about 4 percentage points lower four quarters after diagnosis and 5 points lower after eight
quarters. Formal employment and quarterly formal wages decline for both female and male
members. This pattern is consistent with caregiving demands adding to the patient’s losses
rather than offsetting them.

The similarity between women and men stands out. In several high-income countries,
the labor-market cost of caring for a sick relative falls disproportionately on daughters and
wives. In Colombia, female and male household members respond similarly.

Two issues shape how we interpret these results. First, symptoms may affect patients’
work before the first recorded diagnosis, and some of their pre-diagnosis coefficients differ
from zero relative to the omitted quarter. We therefore interpret the patient estimates as the
deterioration in labor-market outcomes surrounding diagnosis, rather than as the effect of
disease onset. For other household members, the pre-diagnosis coefficients are close to zero,
and we interpret the household estimates as causal effects of a relative’s recorded diagnosis,
compared with matched households in which no one is diagnosed. Second, our data cover
formal employment only. They do not measure caregiving time, and they cannot distinguish

a family member who leaves the labor force from one who moves into informal work.



This paper makes three contributions. First, it extends research on family labor supply
responses to health shocks to a setting where both formal insurance and formal care are
limited. In high-income countries, a muted family response to nonfatal shocks has been read
as evidence that households are well insured. Our setting shows why this inference requires
care. When an illness raises the need for care, family members may work less even when the
household’s income loss is poorly insured. A small or negative family labor supply response
therefore does not, by itself, show that a household is insured. This matters for approaches
that use family labor supply to measure the value of social insurance. Second, we measure
both patients’ losses and family spillovers with linked administrative records in a middle-
income country, where such data are rare and where much of the evidence on caregiving and
work relies on household surveys. This is a concern given evidence that household surveys
increasingly misreport income and program receipt (Meyer et al. 2015). Our data also show
that, unlike in several high-income countries, the formal labor-market burden falls similarly
on women and men. Third, the quarter-specific matching design makes the comparison date
and comparison population explicit when untreated units have no naturally observed event
date.

The results also bear on policy debates that are active in Colombia and across Latin
America. Law 2281 of 2023 created a National Care System, but the Constitutional Court
struck the law down because the required fiscal-impact analysis was missing (Ruling C-161
of 2024), and it lost effect when the 2025-2026 legislative session ended in June 2026. The
government adopted a National Care Policy in February 2025 (CONPES 4143), and bills filed
in Congress in 2026 would create a National Care System by statute. Recent laws also give
formal workers who care for relatives the right to request flexible schedules or remote work
(Law 2297 of 2023, as amended by Law 2466 of 2025). Our estimates speak to these policies
in three ways. First, they measure the formal labor-market losses that caregiver protections
are meant to prevent. Because our sample predates these policies, the estimates provide
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Congress adopts. Second, the earnings that family members lose are part of the return to
public care services such as day centers and respite care, which allow family members to keep
working. Our estimates are therefore an input into the cost-benefit analysis of these services.
Third, in Colombia a formal job also carries pension contributions and contributory health
coverage, so the losses we document extend beyond current earnings. Because diagnosis is
recorded in administrative health data, support could begin at diagnosis rather than after
household income has already fallen. SISBEN, Colombia’s main targeting instrument for
social programs, is one channel through which this could happen.

The remainder of the paper proceeds as follows. Section 2 discusses the related literature.
Section 3 describes the data, samples, and outcomes, along with patients’ health-care use
around diagnosis. Section 4 presents the matched, stacked difference-in-differences design.
Section 5 reports results for patients and households. Section 6 discusses mechanisms and

policy implications, and Section 7 concludes.

2 Related Literature

2.1 Informal care and household labor supply

The starting point for this paper is the household allocation of time between market work and
unpaid production. Care for an older or disabled relative is economically valuable household
production, but it can require family members to reduce hours, accept more flexible work,
or leave employment altogether. At the same time, a patient’s earnings loss and medical
expenses can create an offsetting income effect: other family members may work more to
replace lost resources. Even when a shock creates no care needs, this added-worker response
tends to be modest: when husbands lose their jobs in Austria, wives’ labor supply rises only
moderately and replaces a very small share of lost household income, with the presence of
children shaping the response (Halla et al. 2020). The sign of the household labor-supply

response is therefore theoretically ambiguous. It depends on the intensity and duration of



care, the availability of formal substitutes, household composition, and the flexibility of local
labor markets (Aguiar et al. 2012).

An extensive empirical literature documents labor-market costs of informal care. Using
SHARE data, Bolin et al. (2008) find that providing care to older relatives reduces hours
worked. Van Houtven et al. (2013) find that caregiving reduces employment among men who
provide personal care, makes women more likely to retire, and lowers the hours and wages
of women who keep working, while Jonsson (2022) and Korfhage and Fischer-Weckemann
(2024) document substantial employment and earnings costs across European settings. Sev-
eral studies emphasize daughters’ responses to parental care needs (Crespo and Mira 2014;
Maestas et al. 2024; Ramirez Lizardi et al. 2025). These findings support a time-constraint
mechanism, but their magnitude varies considerably across family structures and institu-
tional settings. Care responsibilities can also have lasting career costs. Adda et al. (2017)
show that caregiving costs following childbirth arise from skill loss during employment in-
terruptions, forgone earnings opportunities, and selection into occupations that are easier to
combine with family responsibilities.

Policy variation in the availability of formal care provides especially informative evidence
on substitution between family care and market work. Using a Norwegian reform that ex-
panded publicly funded home care, Lgken et al. (2017) find that formal care increases the
earnings of only daughters and reduces their long sickness absences, with little effect on sons
or daughters with siblings. The result suggests that siblings and public services can substi-
tute for an individual’s caregiving time. Consistent with this broader point, Mommaerts and
Truskinovsky (2020) show that care supplied by adult children and spouses responds differ-
ently to aggregate labor-market conditions. The opportunity cost of time and the presence
of alternative caregivers shape who adjusts employment when care needs rise.

Chandra et al. (2023) review the economics of ADRD. Dementia is especially care-
intensive: in the United States, Langa et al. (2001) estimate that older adults with mild,

moderate, and severe dementia receive about 8.5, 17.4, and 41.5 more hours of informal care



per week than those with normal cognition, an additional cost of more than $18 billion a
year. Evidence on how dementia affects family members’ employment is more limited and
does not point uniformly toward large labor-market effects. Using Danish administrative
data, Altindag et al. (2026) find limited employment responses among adult children of de-
mentia patients, although their mental-health-care use changes. Caregiving can also harm
caregivers’ own health: Coe and Van Houtven (2009) find that continued care for an elderly
parent raises depressive symptoms and lowers self-rated health among married caregivers.
Denmark combines extensive public services with a labor market and household structure
quite different from Colombia’s. A small or zero response in such a setting need not imply
that dementia has little effect where long-term-care substitutes are scarce.

Evidence from middle-income countries is particularly thin. van Gameren and Velandia
Naranjo (2015) find that self-reported caregiving demands reduce labor-force participation
among older women in Mexico. Where public old-age insurance is limited, families are a
central source of support for older members. In Malaysia, which had neither Social Security
nor Medicare, Lillard and Willis (1997) find that adult children’s transfers to parents are
consistent with repayment of parents’ investments in their education, are larger for widowed
parents and parents in poor health, and are exchanged for parents’ time spent on child-
care and housework. Colombia is a useful setting because intergenerational cohabitation
is common, access to formal long-term care is limited, and informal work is an important
adjustment margin. These features can amplify the family’s care burden, but they can
also make formal payroll records an incomplete measure of total labor supply. A household
member who disappears from PILA may have stopped working, moved to informal work, or

shifted toward intermittent employment that better accommodates care.

2.2 Cognitive decline and patients’ economic outcomes

A second literature studies how cognition affects patients’ own economic behavior. Cognitive
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finances. Agarwal and Mazumder (2013) show that individuals with stronger cognitive skills
make fewer costly financial mistakes, and Christelis et al. (2010) link cognition to stock-
market participation. Smith et al. (2010) find that numeracy affects family financial out-
comes, especially for the spouse who makes financial decisions, and helps determine which
spouse takes that role. Angrisani and Lee (2019) show that declines in the cognition of a
household’s financial decision-maker are associated with reductions in household wealth. Hsu
and Willis (2013) find that as the financial decision-maker’s cognition declines, older couples
eventually shift financial management to the other spouse, often well after money-handling
difficulties begin, and that couples with the most at stake are much more likely to make the
switch after a memory-disease diagnosis. A diagnosis can therefore prompt a reallocation of
responsibilities within the household. These findings imply that the economic consequences
of ADRD can begin before severe disability or institutionalization.

Genetic-risk studies provide related evidence that vulnerability to Alzheimer’s disease is
associated with economic outcomes well before a recorded diagnosis. Jeong et al. (2024)
find that higher genetic risk predicts lower employment, earnings, and household wealth as
well as less long-term-care planning. Shin et al. (2019) relate Alzheimer’s genetic risk to
portfolio composition. Awareness is also consequential: Mazzonna and Peracchi (2024) find
larger wealth declines among adults who do not recognize their cognitive deterioration. The
relationship also runs in the other direction. Using cross-country differences in pension, tax,
and disability policies, Rohwedder and Willis (2010) find that early retirement substantially
lowers the cognitive performance of people in their early sixties. Together, this literature
makes clear that cognition and economic behavior evolve jointly, complicating any design
that treats the clinical diagnosis date as the biological onset of disease.

Closely related evidence comes from Bonilla Mejia et al. (2025), who link Colombian RIPS
health records to PILA employment records. They document employment and wage gaps
emerging several years before dementia diagnosis, particularly among working-age adults,

and also show post-diagnosis trajectories. Their results emphasize the importance of pre-



diagnosis deterioration when interpreting diagnosis-centered comparisons.

Against this background, our patient analysis characterizes formal employment and earn-
ings around the first recorded ADRD diagnosis among working-age individuals with at least
some formal employment in the two years around diagnosis. We use contemporaneous risk-
set matching on demographic and pre-period labor-market characteristics before estimating
quarterly event-study profiles. This comparison helps account for observable differences in

labor-market attachment and calendar-time conditions.

2.3 Health shocks, diagnosis, and social insurance

The paper also relates to research on the labor-market consequences of adverse health events.
Lenhart (2019) documents persistent earnings losses following sudden health declines, and
Conti et al. (2025) find lasting employment and earnings effects following menopause diag-
noses. Other work shows that health shocks can affect outcomes outside employment when
insurance is incomplete (Andersen et al. 2026). Spouses’ labor supply is also used to value
public insurance against health-related income losses. Haller et al. (2024) find that wives
earn more when their husbands enter disability insurance under stricter eligibility rules and
use this response to bound the insurance losses from tightening eligibility. Benefit rules
also shape the work of people with health limitations. In Hungary, a lower earnings limit
for disability-insurance recipients substantially reduced their labor supply, with little effect
on who entered the program (Kreké et al. 2024). This literature emphasizes that an ill-
ness affects not only medical spending but also household income, benefit receipt, and the
allocation of work across family members.

ADRD raises an unusually difficult timing problem within this literature. Symptoms are
progressive, family members may adapt before a diagnosis is recorded, and contact with the
health-care system is itself endogenous. Evidence of pre-diagnosis losses in Colombia rein-
forces this concern (Bonilla Mejia et al. 2025). Self-reported caregiving measures introduce

an additional measurement problem because reported provision and receipt of care need not
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coincide (Giovannetti and Wolff 2010). Our administrative health records address part of
this problem by identifying the first date on which ADRD is recorded and by showing how

medical use evolves around it.

2.4 Contribution and empirical approach

This paper connects these literatures by studying patients’ formal labor-market outcomes
and the responses of other household members around a first recorded ADRD diagnosis.
Our main contribution relative to Bonilla Mejia et al. (2025) is to extend the analysis from
diagnosed individuals to their co-resident household members. Linking SISBEN household
rosters to RIPS and PILA allows us to examine whether other working-age members in-
crease formal work to replace lost income or experience employment and earnings declines of
their own. We study patients and household members in complementary samples, so these
estimates do not constitute an accounting of total losses within the same families.

This household perspective is particularly relevant in a setting with widespread intergen-
erational cohabitation, limited formal long-term care, and substantial informal employment.
It allows us to assess whether relatives’ formal labor-market responses offset or compound
patients’ losses. Because we do not directly observe caregiving time or informal work, we
interpret these responses as evidence about the distribution of formal labor-market losses
within families, rather than as a direct estimate of the effect of providing care.

Our empirical approach is related to matched event-study designs that construct com-
parison groups at the time of an adverse event. We follow the logic of Adams-Prassl et
al. (2023), who match treated units to comparable controls before estimating dynamic dif-
ferences in outcomes. We repeatedly evaluate comparison units’ eligibility and pre-period
characteristics in the calendar quarters in which diagnoses occur, construct contemporane-
ous matched risk sets, and then stack those risk sets for estimation. This implementation
makes the comparison population and calendar-time counterfactual explicit. Matching im-

proves comparability on observed characteristics, but the interpretation of the event-study
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estimates still depends on the assumptions discussed in the empirical-design section and on

the distinction between recorded diagnosis and disease onset.

3 Data and Analysis Samples

3.1 Health records and health-care use around diagnosis

RIPS contains records of general-practitioner visits, emergency-room visits, hospitalizations,
procedures, and diagnoses in Colombia from 2010 through 2021. Each record includes an
individual identifier that can be linked to PILA, along with age, sex, diagnosis codes, and the
date and type of encounter. We define a patient’s diagnosis date as the first observed RIPS
encounter containing an Alzheimer’s disease or related dementia diagnosis. The event is
therefore the first recorded diagnosis in these data rather than the biological onset of disease.

Figure 1 shows the age and sex distribution of patients at their first recorded ADRD
diagnosis. Diagnoses rise steeply with age and plateau at about 12,000 patients per year of
age between ages 79 and 84. About two-thirds of diagnosed patients are women, and the
female share is highest at the oldest ages. Fewer than one in ten patients diagnosed at age
45 or older are diagnosed by age 60, so the working-age patients in our labor-market analysis
are a small, younger part of the diagnosed population.

For the descriptive health analysis, we follow diagnosed patients around their first
recorded diagnosis and a random sample of individuals who are never observed with an
ADRD diagnosis in RIPS. As in the labor-market analyses, we keep patients first diagnosed
in 2013 or later, so every patient has at least three years of earlier RIPS records in which
a prior diagnosis would appear. We aggregate health-care use to the semester level and
measure general-practitioner visits, emergency-room visits, hospitalizations, and procedures.
The figures follow these outcomes from two years before through two years after the actual
or assigned index date.

Table 1 describes the individuals shown in Figures 2 and 3: 284,764 diagnosed patients
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Figure 1: Patients with a First Recorded ADRD Diagnosis, by Age at Diagnosis and Sex
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Notes: The figure shows how many patients received their first recorded ADRD diagnosis in RIPS at each
age from 45 to 100, separately for men and women.

and 38,273 never-diagnosed individuals, measured in the year before the index date. Diag-
nosed patients are nearly 29 years older on average and are somewhat less likely to be male.
They also used more health care in the year before the index date: about 2.3 more general-
practitioner consultations (5.96 versus 3.64), about 0.10 more emergency-room visits (0.25
versus 0.16), and about three times as many hospitalizations (0.13 versus 0.04). Because
the never-diagnosed individuals are much younger and are not matched to patients, their
utilization levels are not a counterfactual for patients. All of the health-care comparisons in
this paper are descriptive.

Figure 2 shows how patients’ health-care use evolves around the first recorded diagnosis.
It reports general-practitioner consultations, hospitalizations, procedures, and emergency-
room visits in each semester from two years before through two years after diagnosis. Two
years before the event, patients average about 2.1 general-practitioner visits, 0.03 hospitaliza-
tions, 2.6 procedures, and 0.08 emergency-room visits per semester, and each measure rises
during the year before diagnosis. Use then rises sharply at diagnosis. General-practitioner

visits climb from about 2.8 per semester in the semester before diagnosis to about 4.8 in
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Table 1: Health Characteristics of Patients and Never-Diagnosed Individuals in the Year
before the Index Date

Characteristic Patients Never diagnosed Difference

Age at index date 77.341 48.523 28.818***
(10.906) (16.160)

Male 0.341 0.373 —0.031***
(0.474) (0.484)

GP visits, prior year 5.955 3.641 2.314***
(10.013) (9.193)

Emergency visits, prior year 0.250 0.155 0.095***
(0.846) (0.659)

Hospitalizations, prior year 0.134 0.042 0.092***
(0.576) (0.297)

Unique people 284,764 38,273

Notes: Means, with standard deviations in parentheses. Patients have a first recorded ADRD diagnosis in
2013 or later; never-diagnosed individuals are never observed with one. The index date is the diagnosis date
for patients and an assigned date for never-diagnosed individuals, and health-care use counts encounters in
the year before that date. The difference column is patients minus never-diagnosed individuals. A never-
diagnosed individual can enter the sample at more than one index date, and the unique-people row counts
each person once. No matching or weighting is applied. The sample is the same as in Figures 2 and 3. Stars
mark statistically significant differences: *p < 0.10, **p < 0.05, ***p < 0.01.

the diagnosis semester and 5.3 in the next; procedures rise to about 6.5, hospitalizations
to about 0.14, and emergency-room visits to about 0.20. Most series peak in the diagnosis
semester or the one after it.

Utilization declines after the first post-diagnosis semester but does not return to where it
started. Two years after diagnosis, patients still average about 3.7 general-practitioner visits
and 3.6 procedures per semester; hospitalizations remain near 0.08 and emergency-room
visits near 0.10. By then, procedures have returned to about their level in the semester
before diagnosis and emergency-room visits are below it, while general-practitioner visits
and hospitalizations remain higher. Encounters coded to dementia and other mental-health
conditions account for part of the increase, while hypertension, diabetes, and other diagnoses
remain important throughout the window.

Figure 3 shows the same measures for never-diagnosed individuals around an assigned
reference quarter. Each never-diagnosed individual is randomly assigned a patient’s diagnosis

quarter, with eligible quarters restricted to those within the individual’s own observation
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Figure 2: Health-Care Use among Patients around the First Recorded ADRD Diagnosis
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descriptive: it does not compare patients with a control group.

period. Their health-care use also increases over the window, and it steps up at the assigned
date: general-practitioner visits rise from about 2.3 to 2.9 per semester and procedures from
about 3.5 to 4.4. The pattern differs from the patients’ in two ways. First, the patients’
increase at diagnosis is much larger. Their general-practitioner visits rise by about 2.0
per semester and procedures by about 2.6, and their hospitalizations and emergency-room
visits rise by roughly 115 and 60 percent, compared with about 40 and 20 percent among
never-diagnosed individuals. Second, never-diagnosed individuals’ use keeps rising after the
assigned date, reaching about 3.9 general-practitioner visits and 5.8 procedures per semester
two years later, whereas the patients’ use peaks within a year of diagnosis and then declines.
The younger age and unmatched composition of this group mean that its levels and trends

are not a counterfactual for patients, but the comparison shows that the patients’ spike and
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subsequent decline are not simply a feature of centering health records on an index date.

Figure 3: Health-Care Use among Never-Diagnosed Individuals around an Assigned Date
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to two years after an assigned index date (year 0 on the horizontal axis): a patient’s diagnosis quarter, drawn
at random from those within the individual’s observation period. These individuals are never observed with
an ADRD diagnosis. They are much younger than the patients in Figure 2 (see Table 1) and are not matched
to them, so the figure shows how health-care use moves around an arbitrary date, not what patients’ use
would have been without ADRD. Bar segments split encounters by the primary diagnosis recorded for the
visit. Vertical axes match Figure 2 except for general-practitioner visits.

The concentration of health-care use around the event shows that the first recorded diag-
nosis marks a medically salient period. It is a period in which patients intensify contact with

providers and families may receive new information and face new time demands. The rise

in utilization before diagnosis is consistent with diagnostic workup or prodromal symptoms.

3.2 Formal employment records

PILA records monthly contributions to Colombia’s social-security system and therefore cap-

tures employment in the formal sector. Our extract covers 2008 through 2020 and includes
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every individual who is formally employed at least once in 2012.! Because the extract is
defined by formal employment in 2012 and ends in 2020, the patient and household labor-
market analyses keep only patients first diagnosed from 2013 through 2018. Starting in 2013
means the extract’s 2012 employment condition always falls in a year before a patient’s di-
agnosis, and ending in 2018 means every patient, household, and comparison unit can be
followed for the full eight quarters after the index date. The records identify employers,
reported formal earnings, days worked, and selected contribution categories. We classify
an individual as formally employed in a month when PILA records a contribution associ-
ated with formal work. Monthly formal earnings equal the sum of earnings recorded across
employers and are set to zero in months in which the individual is not observed in formal
employment. Because PILA does not capture informal employment, a decline in observed
formal employment may represent either an exit from work or a transition from formal to
informal employment.

For the patient labor-market analysis, we focus on patients who are aged 45 to 60 and
at least two years below the sex-specific statutory retirement age at diagnosis and who have
some formal employment around diagnosis. We require formal employment in at least one
of the 24 months from one year before through one year after the index date. Because this
window extends past diagnosis, an individual with no formal employment in the year before
the index date enters the sample only if formally employed in the year after it; Section 4.4
discusses the implications. The resulting risk-set sample contains 5,834 diagnosed patients
and 1,948 unique comparison candidates before matching. Comparison individuals are never
observed with an ADRD diagnosis in RIPS and must satisfy the same age, employment, and
observation requirements relative to their assigned index dates when they enter a diagnosis-
quarter risk set. The covariates used in the matching procedure are measured strictly before
the index quarter, as described in Section 4.

Table 2 reports pre-index characteristics before matching. The two groups have simi-

LAll PILA outcomes in the paper, for patients, comparison individuals, and household members, come from
this extract.
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lar sex composition, but patients are 1.45 years older on average. Their pre-period share
formally employed is 12.3 percentage points higher, and their mean pre-period quarterly
earnings are approximately $84 higher. These differences are descriptive rather than causal.
They motivate matching patients to contemporaneous comparison individuals with similar
observed characteristics.

Table 2: Pre-Diagnosis Characteristics of Working-Age Patients and Comparison Individuals,
before Matching

Characteristic Patients Comparison Difference

Male 0.551 0.549 0.002
(0.497) (0.498)

Age at index date 50.502 49.053 1.449***
(4.286) (4.153)

Quarterly earnings, pre-period average 722.053 638.435 83.618***

(1037.002) (932.936)

Share formally employed, pre-period average 0.791 0.668 0.123***
(0.376) (0.444)

Unique people 5,834 1,948

Notes: Means, with standard deviations in parentheses. Patients are working-age individuals with a first
recorded ADRD diagnosis and some formal employment around it; comparison individuals are never diag-
nosed and meet the same age and employment requirements. All characteristics are measured before the
index date (the diagnosis date for patients and an assigned date for comparison individuals). The share for-
mally employed is the share of each quarter in which the individual appears as formally employed in PILA,
averaged over the four quarters before the index date. Quarterly earnings are the sum of the individual’s
formal wages in each quarter, in 2007 USD, averaged over the same four quarters. A comparison individual
can be eligible at more than one index date, so tests of differences cluster standard errors by person. The
difference column is patients minus comparison individuals. Table 4 reports these characteristics before and
after matching. Stars mark statistically significant differences: *p < 0.10, **p < 0.05, ***p < 0.01.

3.3 Household rosters

SISBEN is used to determine eligibility for major social programs and covers a large share
of Colombian households, particularly those with low and moderate incomes. We use house-
hold rosters from the second and third SISBEN waves, conducted around 2005-2007 and
2011-2013, to identify individuals recorded as residing with a patient who is subsequently
diagnosed with ADRD and to measure each individual’s relationship to the patient. Because

household composition is observed only at the time of the SISBEN interview, “household
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member” refers to recorded co-residence at that date rather than confirmed co-residence at
the date of diagnosis. Members who moved out before diagnosis would generally attenuate
the household estimates.

We identify working-age SISBEN household members ages 24-60 and observe their formal
employment in the PILA to construct quarterly measures of their formal-sector outcomes.?
The principal employment outcome is the share of working-age household members observed
in formal employment during the quarter. We also measure total quarterly formal earnings
separately for female and male working-age members. Household formal earnings and mem-
bers’ days worked also describe households before diagnosis (Table 3). All of these measures
capture formal-sector activity only; household members who move into informal work are no
longer observed as employed in PILA.

Table 3 describes the household sample before matching. It contains 14,215 households
containing an ADRD patient and 18,475 comparison households. The patients in these
households are 70 years old at diagnosis on average, and 39 percent are male. The PILA
characteristics are measured over the four quarters preceding the actual or assigned index
quarter; the SISBEN characteristics describe the household roster observed in the corre-
sponding survey wave.

The unmatched groups differ substantially. Working-age members of ADRD households
are 6.8 years older on average and are somewhat less likely to be male. Before diagnosis, they
work approximately 34 fewer days per quarter, and their households record approximately
$313 less in quarterly formal earnings. The SISBEN rosters also show that ADRD households
are smaller: they contain 5.94 members on average, compared with 6.55 in the comparison
group. They are less likely to be intergenerational households, although co-residence across
generations is common in both groups. These differences reinforce the need to compare

ADRD households with similar households observed in the same calendar period.

2Unlike the patient analysis, the household analysis places no age restriction on the patient: it includes the
households of patients diagnosed at any age, and the patient’s own employment and earnings are excluded
from all household measures.
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Table 3: Pre-Diagnosis Characteristics of ADRD and Comparison Households, before Match-
ing

Characteristic ADRD households  Comparison households
Panel A. PILA-linked working-age household members
Male 0.57 0.61
Age 41.13 34.33
(8.34) (9.00)
Days worked per quarter 53.95 88.14
(36.30) (5.30)
Household quarterly formal earnings (2007 USD) 628.26 941.55
(811.28) (746.81)
Members ever observed in PILA 2.18 2.36
(0.45) (0.63)
Panel B. Household composition in SISBEN
Household members 5.94 6.55
Children under age 18 1.90 2.00
Adults age 18 or older 4.04 4.55
Male share 0.473 0.472
Female share 0.527 0.528
Intergenerational household 0.82 0.91
Panel C. Diagnosed patient
Patient’s age at diagnosis 70.02 -
Patient is male 0.39 -
Households 14,215 18,475

Notes: Unweighted means, with standard deviations in parentheses where available. ADRD households in-
clude a member, of any age, with a first recorded ADRD diagnosis; comparison households have no diagnosed
member. Panel A describes working-age household members linked to the PILA formal-employment records.
Household quarterly formal earnings add up the earnings of these members, excluding the patient, in 2007
USD. Members ever observed in PILA counts the working-age members who appear in the formal records
at any point. Sex, age, and days worked come from the descriptive sample and are averaged over the four
quarters before the index quarter; earnings, members in PILA, and Panels B and C come from the matching
sample before matching. Panel B describes the full SISBEN IT or III household roster, which includes chil-
dren, so it can differ from Panel A. An intergenerational household contains a co-resident child, grandchild,
or parent. Panel C describes the diagnosed patient in each ADRD household; comparison households have
no patient. Table 5 compares these households before and after matching.
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3.4 Comparison population and outcome timing

The comparison samples are drawn from individuals who are never observed with an ADRD
diagnosis in RIPS and are not recorded in SISBEN as residing with an ADRD patient.
For the patient analysis, the unit of comparison is the individual. In each diagnosis quarter,
comparison individuals must satisfy the same age, employment, and observation requirements
as the patients with whom they may be matched. A comparison individual may enter
the eligible pool in multiple diagnosis quarters; age, employment, and other time-varying
covariates are recalculated relative to each potential index date.

For the household analysis, the unit of comparison is a SISBEN household in which no
member is observed with an ADRD diagnosis. Comparison households must have an observed
SISBEN roster and at least one working-age member who can be linked to PILA. As in the
patient analysis, household eligibility and pre-period covariates are evaluated relative to the
index quarter of the treated household’s risk set.

The frequency of observation differs across outcome families. We measure health-care
utilization by semester. The profiles in Figures 2 and 3 run from two years before through
two years after the actual or assigned index date. PILA is observed monthly, but all labor-
market figures in the paper aggregate these records to quarters. The unweighted profiles
display quarters —4 through 8. The matched event studies display quarters —4 through 8,
with quarter —1 omitted. Quarter zero contains the patient’s first recorded ADRD diagnosis,
or the assigned index date for a comparison unit.

All matching covariates are constructed using information observed strictly before the

index quarter. In the quarterly event studies, quarter —1 is the omitted reference period.

4 Matched, Stacked Difference-in-Differences Design

A comparison of patients diagnosed with ADRD with the full population would be difficult

to interpret. Diagnosed patients differ from never-diagnosed individuals in age, prior health-
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care use, and attachment to the formal labor market. Households containing a diagnosed
patient may likewise differ in size, earnings, and employment before diagnosis. In addition,
never-diagnosed individuals have no naturally observed event date around which to measure
outcomes.

We address these problems using a matched, stacked difference-in-differences design in
the spirit of Adams-Prassl et al. (2023). The design proceeds in three steps. First, for each
diagnosis quarter, we construct a contemporaneous risk set containing newly diagnosed units
and eligible never-diagnosed comparison units. Second, we match each treated unit to ob-
servationally similar members of its risk set using characteristics measured before diagnosis.
Third, we align each matched set around the treated unit’s diagnosis date, stack the resulting
panels, and compare changes in outcomes within risk sets. This approach makes both the

comparison population and its calendar-time environment explicit.

4.1 Calendar-time risk sets

The treated unit is an individual in the patient analyses and a household containing a newly
diagnosed patient in the household analyses. For each calendar quarter in which at least
one patient receives a first recorded ADRD diagnosis, we form a risk set containing the
newly diagnosed units and all never-diagnosed comparison units that satisfy the relevant
age, sample, and observation requirements in that quarter.

A comparison unit may enter more than one risk set. For example, an individual who
remains observable and eligible throughout several diagnosis quarters may be considered as
a potential comparison in each of those quarters. We recalculate age, employment history,
earnings, and other time-varying covariates using only information available before each
potential index quarter. The same individual can therefore have different covariate values in
different risk sets.

This construction resembles incidence-density sampling in that comparison units are eval-

uated at the time a treated event occurs. It differs from conventional incidence-density sam-
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pling because we restrict the comparison population to individuals who are never observed
to receive an ADRD diagnosis. The advantage of the rolling construction is that it com-
pares treated and untreated units in the same calendar environment without assigning every
never-diagnosed individual a single arbitrary diagnosis date.

When several treated units are diagnosed in the same quarter, we estimate one propensity-
score model using the risk set for that quarter. We then construct a separate matched set
for each treated unit. Each set contains one treated unit and its selected comparison units
and inherits the treated unit’s diagnosis date. We retain the original person or household
identifier throughout the procedure so that repeated appearances of a comparison unit can

be accounted for in estimation and inference.

4.2 Propensity scores and matching

Within each risk set, we estimate a logit model for the probability that a unit belongs
to the newly diagnosed group. All covariates are measured before the index quarter. The

propensity-score specification differs between the patient labor and household labor analyses.

Patient labor-market outcomes. For the patient labor analysis, the model includes sex,
age at the index date in five-year categories, pre-period earnings, and formal-employment
history during the preceding four quarters. The sample restriction described in Section 3,
formal employment in at least one of the 24 months around the index date, applies to patients

and comparison individuals alike.

Household labor-market outcomes. For the household analysis, the model includes
pre-period household quarterly formal earnings, the number of working-age household mem-
bers who ever appear in PILA, the share of the preceding four quarters in which at least one
such member was formally employed, and an indicator for whether the household contained
at least one stably employed member. A household has a stably employed member if at

least one working-age member is formally employed in at least 3 of the 4 preceding quarters.
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This differs from the number of members who ever appear in PILA, which counts every
working-age member observed in the formal-employment records at any point.

In the labor-market specifications, pre-period earnings enter the propensity score as a
categorical rather than continuous measure. We distinguish zero earnings from terciles of
positive earnings within the relevant risk set. This follows the logic of the earnings-tercile
pre-match in Adams-Prassl et al. (2023). Coarsening earnings reduces the risk of separation
in the quarter-specific logits and avoids imposing a linear relationship between earnings and
the probability of diagnosis.

We match each treated unit to its nearest neighbors on the estimated propensity score
within the same risk set, using psmatch2 (Leuven and Sianesi 2003). The baseline specifica-
tion uses ten neighbors in the patient analysis and three neighbors in the household analysis,
where the pool of comparable units is smaller. Matching is conducted with replacement
and is restricted to treated units on common support. A comparison unit may therefore be
matched to more than one treated unit within or across diagnosis quarters.

When several comparison units are tied at the distance of the final neighbor, we retain
all tied units rather than selecting among them arbitrarily. We normalize their weights so
that the comparison units in each matched set jointly receive the same total weight as the
treated unit. Treated units receive a weight of one. This normalization gives each retained
treated unit equal influence even when ties cause the number of comparison units to vary
across matched sets.

The resulting estimand is an average treatment effect for treated units on common sup-
port. Treated units for which the data contain no sufficiently comparable never-diagnosed
observation are excluded. The estimand therefore applies to the subset of diagnosed pa-
tients or households whose observed characteristics overlap with those of the comparison

population, not necessarily to all individuals diagnosed with ADRD.
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4.3 Balance and composition of the matched samples

We assess the matching procedure using covariate means and propensity-score overlap. Ta-
bles 4 and 5 report means before and after matching for the patient labor and household
labor samples, and Figure 11 displays propensity-score overlap for the household analysis.
Because statistical tests can reject small differences in large samples, we focus on the eco-
nomic magnitude of remaining imbalances.

Table 4 reports balance for the patient labor sample. Before matching, diagnosed patients
are 1.45 years older than comparison individuals, their pre-period share formally employed
is 12.3 percentage points higher, and their mean pre-period quarterly earnings are about $84
higher. Matching removes nearly all of the age and earnings differences. After matching,
mean age is 50.25 among patients and 50.21 among comparisons, the male shares differ by
0.9 percentage points, and mean pre-period quarterly earnings differ by about $14; none of

these differences is statistically significant.

Table 4: Patient and Comparison Characteristics before and after Matching

Before matching After matching
Characteristic Patients Comparison Difference Patients Comparison Difference
Male 0.551 0.549 0.002 0.545 0.536 0.009
(0.497) (0.498) (0.498) (0.499)
Age at index date 50.502 49.053 1.449*** 50.248 50.213 0.035
(4.286) (4.153) (4.136) (4.113)
Quarterly earnings, 722.053 638.435 83.618***  727.438 741.602 —14.163
pre-period (1037.002)  (932.936) (1032.413)  (947.918)
Share formally 0.791 0.668 0.123*** 0.811 0.822 —0.011
employed, pre-period  (0.376) (0.444) (0.346) (0.338)
Unique people 5,834 1,948 5,602 1,797

Notes: Means, with standard deviations in parentheses. Before matching includes all eligible patients and
comparison individuals. After matching keeps the patients who have a comparable match (common support)
and weights comparison individuals by their matching weights from psmatch2 (Leuven and Sianesi 2003).
All characteristics are measured before the index date. The share formally employed is the share of each
quarter in which the individual appears as formally employed in PILA, averaged over the four quarters before
the index date. Quarterly earnings are the sum of the individual’s formal wages in each quarter, in 2007
USD, averaged over the same four quarters. A comparison individual can be eligible at more than one index
date, so tests of differences cluster standard errors by person. Differences are patients minus comparison
individuals. Stars mark statistically significant differences: *p < 0.10, **p < 0.05, ***p < 0.01.
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Matching also nearly closes the gap in formal-employment history. The pre-period share
formally employed is 0.811 among diagnosed patients and 0.822 among matched comparisons,
a difference of 1.1 percentage points that is not statistically significant.

The overlap restriction retains 5,602 of 5,834 diagnosed patients, or approximately 96 per-
cent of the original treated sample. The matched comparison group contains 1,797 unique
individuals. Because comparison individuals can be used in several matched sets, the number
of unique controls is not the effective number of weighted comparison observations. Compar-
ing the treated columns before and after matching shows who is excluded: the 232 dropped
patients are older than those retained (about 56.6 versus 50.2 years at the index date), had
lower pre-period quarterly earnings (about $592 versus $727), were less often formally em-
ployed before the index date (about 0.31 versus 0.81), and are more often male (about 0.70
versus 0.55).

Table 5 reports the corresponding results for the household analysis. Before matching,
ADRD households have substantially lower formal earnings and weaker attachment to formal
employment than comparison households. Mean pre-period household earnings are approxi-
mately $628 among treated households and $942 among comparison households. The share
with at least one member formally employed in at least 3 of the 4 preceding quarters is 61.0
percent among treated households, compared with 85.1 percent of comparison households,
and treated households are somewhat smaller.

The matched samples are considerably more similar. Mean pre-period household earnings
are about $916 among treated households and $897 among matched comparisons. The mean
number of working-age members who ever appear in PILA, excluding the patient, is 2.233
among treated households and 2.217 among matched comparison households. The share
with at least one member formally employed in at least 3 of the 4 preceding quarters differs
by 1.7 percentage points. Because the matched samples are large, this difference and the
difference in members observed in PILA are statistically significant, as is the difference of

0.16 members in household size, but none of the three exceeds 0.07 standard deviations.
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Table 5: ADRD and Comparison Household Characteristics before and after Matching

Before matching After matching

Characteristic ADRD Comparison Difference ADRD  Comparison Difference

Panel A. PILA labor-market characteristics
Quarterly household 628.258 941.551 —313.293***  916.215 896.789 19.426

earnings, pre-period (811.278)  (746.805) (863.497)  (733.277)

Has a stably employed  0.610 0.851 —0.242%* 0.906 0.923 —0.017***
member, pre-period  (0.488) (0.356) (0.292) (0.267)

Members ever 2.177 2.360 —0.183*** 2.233 2.217 0.016**
observed in PILA (0.454) (0.626) (0.511) (0.494)

Panel B. Household composition in SISBEN

Household members 5.938 6.550 —0.613"** 5.698 5.855 —0.157***

(3.055) (3.295) (2.860) (3.000)

Panel C. Diagnosed patient

Patient’s age 70.02 - 69.54 -
at diagnosis

Patient is male 0.39 - 0.39 -

Unique households 14,215 18,475 7,733 11,622

Notes: Means, with standard deviations in parentheses. Before matching includes all eligible ADRD and
comparison households. After matching keeps the ADRD households that have a comparable match (common
support) and weights comparison households by their matching weights from psmatch2 (Leuven and Sianesi
2003). Panel A comes from the PILA records before diagnosis. Household quarterly formal earnings add
up the earnings of working-age members, excluding the patient, in 2007 USD. A household has a stably
employed member if at least one working-age member is formally employed in at least 3 of the 4 quarters
before diagnosis. Members ever observed in PILA counts the working-age members who appear in the formal
records at any point. Panel B comes from the SISBEN II or III roster and was not used in the matching.
Panel C describes the diagnosed patient in each ADRD household, who can be any age; it does not apply
to comparison households and was not used in the matching. A comparison household can be eligible at
more than one index date; the before-matching means count every eligible date, and the last row counts
each household once. Tests of differences cluster standard errors by household. Differences are ADRD minus
comparison households. Stars mark statistically significant differences: *p < 0.10, **p < 0.05, ***p < 0.01.

Achieving this balance changes the composition of the treated sample. The common-
support restriction retains 7,733 of 14,215 treated households, or approximately 54 percent.
In particular, the share with a member formally employed in at least 3 of the 4 pre-period
quarters rises from 0.610 in the full treated sample to 0.906 in the matched treated sample.
The 6,482 households dropped from the match are far less attached to formal work: their
mean pre-period quarterly formal earnings are about $285, compared with $916 among

retained households, and about 26 percent have a stably employed member, compared with
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91 percent. The patients themselves are similar in the two samples: their mean age at
diagnosis is 69.5 years in retained households and 70.0 years in the full treated sample, and
39 percent are male in both. The household estimates therefore apply to households that
were strongly attached to formal employment before diagnosis and that resemble an observed
never-diagnosed household. They need not describe the response of all households containing
a patient with ADRD.

Taken together, the tabulated means show that matching improves comparability in age,
earnings, formal-employment history, and household size. In the patient sample, no match-
ing covariate differs significantly after matching. In the household sample, the remaining
differences in stable employment, members in PILA, and household size, which is not a
matching covariate, are statistically significant but small, and the overlap restriction selects
a much more formally attached group of treated households. Finally, all pooled diagnostics

can conceal diagnosis quarters with weaker overlap.

4.4 Weighted event-study regression

We estimate the event study on the stacked matched sample. Let ¢ index the original
individual or household, let g denote the risk set’s index quarter, and let ¢ index calendar
quarters. Each (i,g) pair is a distinct stacked unit. A treated unit appears in the risk
set associated with its own diagnosis quarter, while a never-diagnosed comparison unit can
appear in several risk sets and therefore contribute several (i, g) pairs. Define

D =Ty x H{qg— g =k},

99

where T}, equals one if unit 7 is diagnosed in index quarter g and zero for the never-

k

iyq 1dentifies observations of

diagnosed comparison units included in that risk set. Thus, D
a treated unit that are k£ quarters from diagnosis; it is zero in every period for comparison

units. We estimate
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Yigq = Cig + Agq + > 0. DE, + Eigq, (1)
ke{—4,—-3,-2,0,1,...,8}

where Y4, is the outcome of interest, a;, is a unit-by-risk-set fixed effect, and Ay, is a
risk-set-by-calendar-quarter fixed effect. The unit-by-risk-set fixed effects absorb all time-
invariant differences between each treated or comparison unit and the other units in the same
matched risk set. Because a reused comparison unit receives a different fixed effect in each
risk set, its level is allowed to differ across appearances. The risk-set-by-calendar-quarter
fixed effects absorb everything that the units in a risk set share in a given quarter. Because
all units in risk set g share the index quarter g, these fixed effects also absorb any path
relative to the index date that treated units have in common with their comparisons, such
as mean reversion in employment after the pre-index employment screen. The coefficients
0 are therefore identified only from comparisons between treated and comparison units in
the same risk set and quarter.

Quarter —1, the quarter immediately preceding diagnosis, is omitted. The coefficients dy,
compare the within-unit change of treated units at event quarter k£ with the contemporaneous
change among weighted never-diagnosed comparisons in the same risk set, relative to quarter
—1. Sex-specific effects come from estimating Equation 1 separately on the female and male
samples.

The regression is estimated using analytic weights equal to the propensity-score matching
weight. Treated units receive weight one, while never-diagnosed comparison units receive the
normalized matching weights described above. Standard errors are clustered by the original
individual in the patient analysis and by the original household in the household analysis.
Clustering on the original identifier allows for serial correlation and for dependence created
when the same comparison unit appears in more than one matched sample.

The never-diagnosed comparison group is important because the patient labor analysis
conditions on formal employment in the two years around the index date. Even without

ADRD, selecting workers on employment within a fixed window can produce mechanical
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employment patterns inside and outside that window. Applying the same eligibility rule
to comparison individuals relative to their assigned index dates allows their outcomes to
capture these patterns, and the risk-set-by-calendar-quarter fixed effects remove the part
that patients share with their comparisons. This does not fully neutralize them, because for
individuals with no formal employment in the year before the index date the rule requires
employment in the year after it, when diagnosed patients are less likely than comparisons to
work. Patients in this subgroup are therefore selected on post-diagnosis employment, which
can understate the estimated losses for them; anyone employed at least once in the preceding

year faces no requirement on later employment.

4.5 Identification and interpretation

The identifying assumption is that in the absence of a recorded ADRD diagnosis, outcomes
for treated units must have evolved similarly to those of their matched, weighted never-
diagnosed comparison units after conditioning on the matching covariates and the fixed
effects in Equation 1. Matching makes this assumption more plausible by restricting com-
parisons to units with similar observed characteristics in the same calendar environment.

The event-study coefficients before diagnosis provide evidence about this assumption.
Coeflicients that differ systematically from zero before the event may reflect prodromal
symptoms, anticipatory household adjustment, differential selection into diagnosis, or re-
maining differences between treated and comparison units. For that reason, the shape and
magnitude of the pre-diagnosis estimates are part of the identifying evidence rather than a
secondary specification check.

The treatment is the first ADRD diagnosis recorded in RIPS, not the biological onset
of dementia. Cognitive decline may begin years before the first diagnosis appears in the
administrative data and may already affect health-care use, employment, and household
decisions. Conversely, the recorded diagnosis may itself convey new information, initiate

treatment, affect eligibility for benefits, or alter the behavior of patients, relatives, and
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employers. For patients, we therefore interpret the coefficients as differences in economic
trajectories surrounding the first recorded diagnosis. For other household members, the
estimand is the effect of a relative’s recorded diagnosis, including the care needs, income
losses, and new information that follow it, rather than the effect of the disease’s biological
onset.

The choice of comparison group reflects our economic question. We seek to measure the
formal labor-market deterioration associated with ADRD for patients and their co-resident
family members, not only the effect of receiving a diagnosis at one date rather than an-
other. For that purpose, the most relevant observable benchmark is a matched individual or
household with no ADRD diagnosis recorded in the observation window. This comparison
approximates how formal employment and earnings would have evolved without a recorded
dementia event, including the losses associated with the progressive condition rather than
only the immediate information conveyed by diagnosis. The contemporaneous risk sets,
matching on pre-index outcomes, and risk-set-by-calendar-quarter fixed effects make this
benchmark more credible than an unconditional comparison with the never-diagnosed pop-
ulation. In particular, applying the same employment restriction to both groups allows the
controls to capture employment changes that would occur even without ADRD after selecting
workers on formal employment around the index date.

An alternative benchmark would compare newly diagnosed patients with patients who
are eventually diagnosed but have not yet received a recorded diagnosis. That comparison
concerns a diagnosis occurring now rather than later among eventually diagnosed patients,
which is closer to the comparison used by Fadlon and Nielsen (2021) for the timing of
acute health shocks. For ADRD, however, diagnosis often follows gradually emerging symp-
toms and health-care contact, so its timing is less plausibly exogenous. Patients awaiting
diagnosis may already have impaired cognition and declining formal employment, making
them an imperfect proxy for the absence of the disease, and using them as controls could

attenuate the estimated deterioration. The never-diagnosed comparison has a different vul-
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nerability: unobserved differences in underlying health or disease risk between diagnosed
and never-diagnosed units could exaggerate the decline attributed to ADRD. We use the
never-diagnosed benchmark because it matches the paper’s question about the burden of
the disease, and we interpret the estimates with this vulnerability in mind.

Finally, matching addresses differences in observed characteristics only. Requiring con-
temporaneous risk sets, measuring covariates before diagnosis, comparing within units over
time, and examining pre-diagnosis coefficients all strengthen the counterfactual. None of
these features makes diagnosis randomly assigned. For patients, whose employment already
moves before diagnosis, the estimates are most credible as measures of the differential deterio-
ration in formal labor-market outcomes surrounding recorded diagnosis. For other household
members, the pre-diagnosis coefficients are close to zero (Figures 8-10), which supports the
parallel-trends assumption, and we interpret these estimates as causal effects of a relative’s
recorded diagnosis for households with adequate overlap in the comparison population. If
anything, they understate the total cost of the disease to relatives: matching on pre-period
outcomes and measuring changes from quarter —1 absorb any adjustment relatives made
before diagnosis, and comparison households may include members with undiagnosed de-

mentia.

5 Results

We report two sets of outcomes: patients’ own formal employment and earnings, and the
formal employment and earnings of other working-age members of their households. We
begin with unweighted patient profiles and then turn to the matched event-study estimates

for patients and households.
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5.1 Unweighted patient labor-market trajectories

We first compare patients’ unweighted quarterly labor-market outcomes with those of eligi-
ble never-diagnosed individuals. Figure 4 aligns patients at their recorded diagnosis quarter
and comparison individuals at their assigned index quarter. It displays quarters —4 through
8, separately by sex. Formal earnings are set to zero in months without a recorded contri-
bution before being aggregated to the quarter. The earnings profiles therefore reflect both
employment exits and changes in earnings among those who remain in PILA.

The groups differ in levels before the event. In quarter —1, formal employment is about
0.79 among female patients and 0.80 among male patients, compared with about 0.66 among
female comparisons and 0.67 among male comparisons. Patients’ quarterly earnings are also
higher: roughly $675 for women and $775 for men, compared with about $575 and $660 in
the corresponding comparison groups. These differences make the raw profiles unsuitable for
causal inference.

The trajectories nonetheless show a clear post-index divergence. By quarter 8, formal
employment is about 0.66 among female patients and 0.56 among male patients, declines of
roughly 13 and 24 percentage points from quarter —1. Over the same interval, the comparison
series rise slightly, by about 4 percentage points for women and 1 point for men. Patient
earnings fall by roughly $70 for women and $185 for men, while comparison earnings rise, by
about $120 for women and $25 for men. These values are approximate readings of unweighted
levels in the figure, not matched treatment effects.

Several features can produce this pattern even in the absence of an effect of diagnosis.
Patients and comparison individuals differ before weighting; the groups may enter at different
calendar dates; and selection on pre-index formal employment can generate subsequent mean
reversion. The raw profiles therefore motivate, rather than replace, the risk-set matched
design. The estimates below compare patients with observationally similar individuals drawn
from the same calendar-time risk set.

Sick leave provides a complementary measure of disruption among patients who remain
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Figure 4: Unadjusted Formal Employment and Earnings of Patients and Comparison Indi-
viduals
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Notes: Each line is the raw average for one group in each quarter, from four quarters before to eight quarters
after the index quarter (quarter 0): the quarter of the first recorded ADRD diagnosis for patients and the
corresponding index quarter for never-diagnosed comparison individuals. Lines are shown separately for
women and men. Earnings are quarterly formal earnings in 2007 USD and count zero earnings in months
without formal work. No matching or weighting is applied, so gaps between the lines are not estimates of
the effect of diagnosis.

formally employed. Figure 5 shows a sharp diagnosis-quarter peak for men: their recorded
sick-leave rate rises from about 8 percent in quarter —1 to nearly 10 percent in quarter
0, then declines. The female patient series peaks earlier, at about 7 percent two quarters
before diagnosis, and declines gradually from there. Both patient series remain above their
comparison series, which fluctuate around 2 percent, but the gap narrows over time; by
quarter 8 it is about 1 percentage point for women and 2 points for men. Because the
denominator excludes individuals who have left formal employment, the subsequent decline
in recorded sick leave does not imply recovery; it partly reflects a progressively selected group

of workers who remain in PILA.
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Figure 5: Unadjusted Sick Leave among Formally Employed Patients and Comparison Indi-
viduals
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Notes: Each line is the share of formally employed people with recorded sick leave in each quarter, from
four quarters before to eight quarters after the index quarter (quarter 0), separately for women and men.

Only people still in formal employment that quarter are counted, so the group shrinks as people leave formal
work. No matching or weighting is applied.

5.2 Patient formal employment and earnings

We now move from the unweighted quarterly profiles to matched event studies. These models
restrict the analysis to common-support patients and contemporaneous comparison individ-
uals with similar measured characteristics before diagnosis. The figures display quarters
—4 through 8 and omit quarter —1. Table 4 shows that matching retains 5,602 of 5,834
diagnosed patients. It removes nearly all of the pre-diagnosis differences, and none of the
remaining differences is statistically significant.

Figures 6 and 7 show that formal employment falls steadily after diagnosis. Four quarters
after diagnosis, the estimated employment effect is about —0.041 for women and —0.054 for
men. By quarter 8, it reaches approximately —0.10 for women and —0.148 for men.

The pre-diagnosis employment coefficients are not all zero. Relative to quarter —1,
patients’ formal employment is about 1.5 to 2 percentage points lower in quarters —4 and
—3 for both women and men; the quarter —3 coefficients are statistically different from

zero, and the quarter —4 coefficients are not. The quarter —2 coefficients are close to
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Figure 6: Female Patients’ Formal Employment and Earnings around ADRD Diagnosis,
Relative to Matched Comparisons
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(b) uses the sum of the individual’s formal wages in the quarter, in 2007 USD. Each point is the estimated
difference between diagnosed women and their matched comparison individuals in how much the outcome
has changed since quarter —1, the quarter before diagnosis, which serves as the reference and is omitted.
Points before quarter 0 show whether the two groups were already diverging before diagnosis. Estimates
come from the stacked, matched difference-in-differences model in Equation 1, weighted by matching weights.
Bars are 95 percent confidence intervals based on standard errors clustered by person.

Figure 7: Male Patients’ Formal Employment and Earnings around ADRD Diagnosis, Rel-
ative to Matched Comparisons
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the stacked, matched difference-in-differences model in Equation 1, weighted by matching weights. Bars are
95 percent confidence intervals based on standard errors clustered by person.

36



zero. Patients’ employment therefore rises relative to their matched comparisons over the
year before diagnosis, and for women it remains about 1.8 percentage points higher in the
diagnosis quarter. The unweighted profiles in Figure 4 show a similar pre-diagnosis rise, most
visibly among female patients. The omitted quarter is thus a relative high point. Measured
from quarter —4 instead, the quarter-8 employment declines would be about 2 percentage
points smaller for women and 1.5 points smaller for men.

Quarterly formal earnings follow the same pattern. The estimated earnings gap is approx-
imately $49 for women and $90 for men at quarter 4, and about $100 and $217, respectively,
at quarter 8. These are level changes in 2007 USD, not percentage changes. The pre-
diagnosis earnings estimates are close to zero, and their confidence intervals include zero,
although they are less precisely estimated than the employment coefficients. Taken together,
the figures show no differential decline before diagnosis, a modest relative rise in patients’
employment during the preceding year, and a large, sustained divergence after diagnosis.
Because of this pre-diagnosis movement, and because a recorded diagnosis need not coincide
with disease onset, we interpret the estimates as the change in formal outcomes surrounding

diagnosis rather than as the effect of disease onset.

5.3 Household formal labor-market outcomes

The household matching procedure retains 7,733 of 14,215 treated households on common
support. Table 5 shows that the retained treated and weighted comparison households have
nearly identical pre-period earnings and similar size, and Figure 11 shows closely aligned
propensity-score distributions after matching.

Figure 8 shows that formal employment among other household members falls after
diagnosis. The coefficient is approximately —0.01 in the diagnosis quarter, —0.040 four
quarters later, and —0.049 at quarter 8. The decline is gradual rather than confined to the
diagnosis quarter, and it levels off after about six quarters. Before diagnosis, the coefficients

are all within about 0.2 percentage points of zero, and none is statistically different from
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zero. Figure 9 shows a similar pattern for women and men. At quarter 8, the share of
female members formally employed is about 7.2 percentage points lower, while the share of
male members is about 5.3 percentage points lower. The female series keeps falling through
quarter 8, whereas the male series levels off after about six quarters, at a gap of about 6
percentage points. These outcomes are household-level shares, not individual employment
probabilities. The female share is defined only for households with at least one working-age
female member, and the male share only for households with at least one working-age male
member. Each sex-specific series is therefore estimated on a different subset of households
than the pooled series in Figure 8, so the pooled coefficient need not lie between the female
and male coefficients. Before diagnosis, the female and male coefficients are all within about

half a percentage point of zero, and none is statistically different from zero.

Figure 8: Share of Other Household Members in Formal Employment around ADRD Diag-
nosis

Effect on Share of Members Formally Employed
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Notes: The outcome is the share of a household’s working-age members, other than the patient, who are
formally employed in the quarter. Each point is the estimated difference between ADRD households and
their matched comparison households in how much the outcome has changed since quarter —1, the quarter
before diagnosis, which serves as the reference and is omitted. Points before quarter 0 show whether the
two groups were already diverging before diagnosis. Estimates come from the stacked, matched difference-
in-differences model in Equation 1, weighted by matching weights. Bars are 95 percent confidence intervals
based on standard errors clustered by household.

The earnings estimates reinforce the employment results. Figure 10 shows lower formal

wages for both female and male members after diagnosis. At quarter 4, quarterly earnings
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Figure 9: Share of Female and Male Household Members in Formal Employment around
ADRD Diagnosis
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in how much the outcome has changed since quarter —1, the quarter before diagnosis, which serves as the
reference and is omitted. Points before quarter 0 show whether the two groups were already diverging
before diagnosis. Estimates come from the stacked, matched difference-in-differences model in Equation 1,
weighted by matching weights. Bars are 95 percent confidence intervals based on standard errors clustered
by household.

Figure 10: Formal Earnings of Female and Male Household Members around ADRD Diag-
nosis
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difference-in-differences model in Equation 1, weighted by matching weights. Bars are 95 percent confidence
intervals based on standard errors clustered by household.
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are approximately $30 lower for women and $32 lower for men. By quarter 8, the gaps are
about $43 and $38, respectively, in 2007 USD; as with employment, the gap for men is largest
around quarter 6, at about $45. Before diagnosis, the earnings coefficients for both sexes are
close to zero. The confidence intervals overlap substantially across sex, and the estimates do
not support the view that the formal labor-market response is confined to female household
members. They do not, however, show that men and women provide equal amounts of care,
which the data do not measure.

Because household members show no sustained differential trend before diagnosis, we
interpret these declines as causal effects of a relative’s recorded diagnosis (Section 4.5). One
remaining concern is reverse timing: a relative who loses a formal job may have more time to
take the patient to a doctor, so the job loss could prompt the diagnosis. That story implies
a one-time drop around diagnosis, whereas the estimated declines keep growing for at least

six quarters afterward.

6 Discussion

6.1 Families do not offset patients’ losses

The central finding is that the formal labor-market costs of ADRD reach well beyond the pa-
tient. Two years after diagnosis, patients’ formal employment is about 10 percentage points
lower for women and 14.8 points lower for men than among matched comparisons, and their
quarterly earnings are about $100 and $217 lower (Figures 6 and 7). These losses amount to
roughly 15 and 28 percent of patients’ quarterly earnings before diagnosis (Figure 4). The
people patients live with do not make up for these losses by working more in the formal
sector. Instead, the share of other working-age household members with formal jobs falls
by about 5 percentage points, and the formal earnings of both female and male members
decline (Figures 8-10). ADRD reduces formal work for patients and for the people who live

with them.
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These patterns reveal which of two competing forces dominates. A patient’s lost earnings
and new medical needs raise the value of additional income, which on its own would lead
relatives to work more, although even after job displacement spouses replace only a small
share of lost income (Halla et al. 2020). ADRD also requires supervision, transportation,
help with daily activities, and coordination with providers, which raises the value of rela-
tives’ time at home. In Colombia’s formal sector, the second force clearly wins: household
employment falls steadily for about a year and a half and remains lower two years after diag-
nosis, rather than reflecting a brief absence around the diagnostic episode. Care demands are
the most natural explanation, together with the other changes a diagnosis brings to living
arrangements, household production, and expectations about the patient’s future.

The result also matters for how economists measure the value of insurance. In high-
income countries, a small family labor-supply response to a nonfatal health shock has been
read as evidence that households are already well insured (Fadlon and Nielsen 2021). Our
findings show that when an illness also raises the need for care, relatives can work less even
though the household’s income loss is poorly insured. A muted or negative family labor-
supply response is therefore not, by itself, a sign of adequate insurance, and approaches
that infer the value of social insurance from family labor supply (Haller et al. 2024) need to

account for care demands.

6.2 Losses build over time

The timing of the responses shows how ADRD unfolds economically. Health-care use spikes
around the first recorded diagnosis and then partly recedes: general-practitioner visits rise
from about 2.8 per semester just before diagnosis to about 5.3 shortly after, a far larger jump
than among never-diagnosed individuals around an assigned date (Section 3.1). Recorded
sick leave among male patients who remain formally employed also peaks in the diagnosis
quarter. Formal employment and earnings follow a different path. Rather than recovering

after the diagnostic episode, they keep falling, and patients’ losses more than double between
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the first and second years after diagnosis. Household members’ employment also declines
gradually and remains lower two years after diagnosis.

This pattern fits a progressive disease. The diagnosis period brings intensive medical
contact and short absences from work, while worsening impairment and growing care needs
produce lasting changes in employment. The recorded diagnosis therefore marks the start
of a steady erosion of formal work for patients and their families. Diagnosis can also change
economic decisions directly: it gives patients and families new information about future
capacity, can prompt employers to adjust duties or contracts, and can start disability or
retirement applications. Some patients leave work because cognitive impairment makes job
tasks difficult; others move into arrangements with fewer hours or greater flexibility.

A direct implication is that support tied only to the diagnostic episode would miss most
of the loss. Income support, caregiver leave, and home-care services would need to last
through at least the two years after diagnosis that we observe, a period over which the losses

are still growing.

6.3 Men and women both adjust

Female and male household members respond similarly. Two years after diagnosis, the share
of female members in formal employment is about 7.2 percentage points lower and the share
of male members about 5.3 points lower, and their quarterly formal earnings are about $43
and $38 lower (Figures 9 and 10). This contrasts with studies from high-income countries
that emphasize daughters’ responses to their parents’ care needs (Crespo and Mira 2014;
Maestas et al. 2024; Ramirez Lizardi et al. 2025).

One explanation is that the intensive, long-lasting care that dementia requires is shared
more widely in Colombian multigenerational households. Male members may provide di-
rect care, accompany patients to appointments, take over responsibilities the patient used
to carry, or adjust their work as the household reorganizes its finances or living arrange-

ments. Household composition reinforces this sharing: SISBEN rosters include spouses,
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adult children, siblings, and other relatives, and prior research finds that only children re-
spond differently from children with siblings and that spouses differ from adult children
(Lgken et al. 2017; Mommaerts and Truskinovsky 2020). For policy, the implication is that
caregiver protections and care services designed around women’s labor supply would miss a

large part of the formal-sector response in Colombia.

6.4 Why formal-sector losses matter

In Colombia, a formal job carries more than a wage: it brings pension contributions, con-
tributory health coverage, and other protections linked to the social-security system. When
patients and their relatives leave formal employment, households lose current earnings and
these protections at the same time, and the effects extend into retirement through lower
pension accumulation. Some relatives may continue to work informally in jobs that are eas-
ier to combine with care, but informal work does not replace these protections. The losses
we document are therefore losses of both income and social protection. They also reach
public budgets: formal-sector exits reduce social-security contributions just as the demand
for medical and income support rises, so the costs of dementia flow through the labor market

as well as through health care.

6.5 Policy implications

These findings point to an economic cost of ADRD that is substantially larger than the
patient’s medical spending or lost earnings alone. Because relatives also lose formal work,
household income falls from several sources at once, and future pensions fall with it.
Different policies address different parts of this cost. Disability insurance or earnings
replacement can compensate for the patient’s lost capacity to work, but it does not relax
the family’s time constraint. Paid caregiver leave and the flexible-work rights in Colombia’s
recent, caregiver laws can help relatives keep formal jobs through periods of intensive care,

while day centers, respite services, and publicly supported home care can substitute directly
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for family time. The Norwegian evidence that formal care raises daughters’ earnings (Loken
et al. 2017) shows that care policy can work partly through relatives’ labor supply; our
estimates suggest that in Colombia the gains would reach men as well as women.

Our setting also makes early action feasible. The first ADRD diagnosis is recorded in
administrative health data, and the losses we document grow over the two years that follow.
Support could therefore begin at diagnosis, through targeting channels such as SISBEN,
before household income has fallen. Because our sample predates Colombia’s National Care
Policy and recent caregiver laws, our estimates also provide a baseline for evaluating these
policies, and any national care system that Congress creates, on both margins we measure:

patients’ own formal earnings and the formal employment of the people they live with.

7 Conclusion

This paper uses linked Colombian health, formal-employment, and household data to study
how the labor-market costs of ADRD extend from patients to their families. Descriptive
semester-level health profiles show that the first recorded diagnosis coincides with a sharp,
partly persistent increase in outpatient and acute care that is not present among never-
diagnosed individuals. Unweighted quarterly labor-market profiles then show patients’ em-
ployment and earnings separating from those of never-diagnosed comparisons over the two
years following diagnosis.

To address baseline differences between those groups, we construct contemporaneous
comparison populations separately in each diagnosis quarter. A quarter-specific propensity-
score match and stacked difference-in-differences model with risk-set-by-calendar-quarter
fixed effects compare changes among common-support units within the same risk set. This
approach makes the calendar date and comparison population explicit even though never-
diagnosed units have no naturally observed event date.

Formal earnings decline among working-age patients after diagnosis. A relative’s diagno-
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sis also causes sizeable and persistent reductions in other working-age household members’
formal employment and wages, with similar responses among female and male members.
Thus, other members do not appear to insure the household by increasing formal work. The
labor-market consequences instead extend across the family, consistent with care demands
and household disruption compounding the patient’s original economic shock.

The estimates show that measuring only the patient’s employment misses an important
part of the economic burden associated with ADRD. Linking these records to occupation,
benefit receipt, informal work, and caregiving time, and estimating responses by each mem-
ber’s relationship to the patient, would show how families divide and finance care after

diagnosis and which policies best protect them.
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A Additional Matching Diagnostics

Tables 4 and 5 compare means before and after matching. In the patient sample, match-
ing removes nearly all of the age, earnings, and employment differences, and none of the
remaining differences is statistically significant. Figure 11 shows that the treated and com-
parison propensity-score distributions, which differ before matching, nearly coincide after

the matching weights are applied.

Figure 11: Propensity-Score Overlap between ADRD and Comparison Households
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Notes: Each curve is the estimated distribution (kernel density) of the propensity score: the predicted
probability that a household is an ADRD household, given its pre-diagnosis characteristics. Panel (a)
compares all eligible households before matching; panel (b) weights comparison households by their matching
weights. Curves that lie on top of each other mean the two groups have similar scores. This does not guarantee
that every characteristic is balanced; Table 5 reports those comparisons.
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B Variable Definitions

Formal employment An indicator equal to one when PILA records a social-security con-

tribution associated with formal work in a month.

Formal earnings The sum of an individual’s PILA-recorded formal wages across employers
in a quarter, expressed in 2007 USD. Earnings equal zero in quarters without formal

employment.

Share formally employed The share of a quarter in which an individual appears as for-

mally employed in PILA.

Pre-period averages Pre-period earnings and the pre-period share formally employed av-
erage the quarterly measures over the four quarters before the index date (the diagnosis

date for patients).

Stable formal employment A household has a stably employed member if at least one
working-age member is formally employed in at least 3 of the 4 quarters preceding the

index quarter.

Members ever observed in PILA The number of working-age household members who

appear in the PILA formal-employment records at any point.

First recorded ADRD diagnosis The earliest RIPS encounter containing a qualifying

Alzheimer’s disease or related dementia diagnosis code.

Comparison unit An individual or household that is not observed with an ADRD diagnosis
in RIPS and satisfies the relevant observation requirements in a treated unit’s calendar-

time risk set.

Household formal earnings The quarterly formal earnings among working-age members

of the SISBEN household who can be linked to PILA.
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